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Abstract
Identifying relative idiosyncratic and shared contributions to judgments is a fundamental challenge to the study of human
behavior, yet there is no established method for estimating these contributions. Using edge cases of stimuli varying in intrarater
reliability and interrater agreement—faces (high on both), objects (high on the former, low on the latter), and complex patterns
(low on both)—we showed that variance component analyses (VCAs) accurately captured the psychometric properties of the
data (Study 1). Simulations showed that the VCA generalizes to any arbitrary continuous rating and that both sample and
stimulus set size affect estimate precision (Study 2). Generally, a minimum of 60 raters and 30 stimuli provided reasonable
estimates within our simulations. Furthermore, VCA estimates stabilized given more than two repeated measures, consistent with
the finding that both intrarater reliability and interrater agreement increased nonlinearly with repeated measures (Study 3). The
VCA provides a rigorous examination of where variance lies in data, can be implemented using mixed models with crossed
random effects, and is general enough to be useful in any judgment domain in which agreement and disagreement are important
to quantify and in which multiple raters independently rate multiple stimuli.
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A fundamental challenge in the study of human behavior is
identifying the shared and idiosyncratic contributions to judg-
ments. Every judgment made in life contains some level of
agreement with other people. Inmany psychology studies, this
agreement or consensus is often equated with meaningful var-
iance in the data. However, for any judgment, stable idiosyn-
cratic differences might explain a larger proportion of the var-
iance than is explained by consensus. Hence, it is essential to
estimate the shared (consensus) and idiosyncratic contribu-
tions to judgments. Different methodological approaches to
estimating these contributions can lead to radically different
theoretical implications, and essentially can change how we
think about the nature of human preferences.

As such, estimating the shared and idiosyncratic contribu-
tions to judgments is particularly relevant to the domains of
basic science and replicability, and it has important practical
policy implications in a variety of domains, ranging from legal
sentencing decisions to medical diagnosis. The relative influ-
ences of people (i.e., idiosyncrasy) or stimuli (e.g.,
sharedness) on judgments are key to theoretical debates on
finding general principles of, for example, morality
(Heiphetz & Young, 2017), intergroup relations (Carter &
Murphy, 2017; Xie, Flake, & Hehman, 2019), face prefer-
ences (Cunningham, Roberts, Barbee, & Druen, 1995;
Grammer & Thornhill, 1994; Hehman, Sutherland, Flake, &
Slepian, 2017; Hönekopp, 2006; Langlois et al., 2000;
Rhodes, 2006), and object or art preferences (Kurosu &
Todorov, 2017; Leder, Goller, Rigotti, & Forster, 2016;
Schepman, Rodway, & Pullen, 2015; Vessel, 2010; Vessel,
Maurer, Denker, & Starr, 2018). These estimates can also
contribute practical knowledge to current discussions of rep-
licability. Often replications are focused on recapturing the
effect sizes of different manipulations. Another criterion by
which to judge replications is the extent to which similar in-
fluences of participants or stimuli (Gantman et al., 2018), or
even unexplained variance (Doherty, Shemberg, Anderson, &
Tweney, 2013), are recaptured across studies. The interpreta-
tion and possibility of replicating or not replicating an effect
size changes if the relative influences of people, stimuli, and
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unexplained variance underlying the effect change or stay the
same. Finally, practical concerns in a variety of domains rely
on these estimates. Quantifying how judgments vary by judg-
es or cases can shape understandings of whether the judicial
systemmay be unjustly punitive through inconsistent sentenc-
ing (Austin&Williams III, 1977; Forst &Wellford, 1981; Hofer,
Blackwell, & Ruback, 1999) and the effectiveness of medical
procedures in reliably identifying diagnoses (Shoukri, 2011).

One reason for varied conclusions about the uniqueness or
sharedness of judgments is that there is currently no agreed-
upon optimal estimation method. This lack of standard has led
to the use of many methods and divergent conclusions about
the nature of judgmental agreement in many fields. For exam-
ple, the decision to use a differences in means or a variance
decomposition approach can lead to opposite theoretical inter-
pretations of whether judgments of racism are shared within
and across racial groups, which has implications for how
antiprejudice endeavors should be structured (Martinez &
Paluck, 2019). Consequently, the aim of the present study is
to identify a general method for disentangling sources of
agreement in judgments across a variety of stimuli with dif-
ferent psychometric properties.

All estimation methods require repeated judgments so as to
extract the two critical measurements on which idiosyncratic
and shared judgments are based: intrarater reliability and
interrater agreement. Unfortunately, very few psychology
studies include repeated measures, which are essential for
measuring not only intrarater reliability across time, but also
the general data quality and potential replicability of findings.
In the extreme case in which intrarater reliability is indistin-
guishable from zero, computing interrater agreement is mean-
ingless, and any results will be spurious.

Standard practices for estimating rater
agreement

Judgment studies often use several techniques to estimate rater
agreement. The most common measure of this agreement is
Cronbach’s alpha. However, one can obtain very high esti-
mates of alpha with a sufficiently large sample of raters even
when the agreement between individual raters is extremely
low (Hönekopp, 2006; Kramer et al., 2018). A better measure
of rater agreement is the interrater correlation, where higher
correlations indicate greater consensus. This correlation can
be computed between individuals or groups (Kurosu &
Todorov, 2017; Ma, Xu, & Luo, 2016; Zebrowitz,
Montepare, & Lee, 1993) or between individuals and the
group’s averaged ratings (Engell, Haxby, & Todorov, 2007;
Germine et al., 2015; Zebrowitz, Franklin, Hillman, & Boc,
2013). How these correlations are computed can lead to very
different interpretations of interrater agreement. To the extent
that the average agreement between individual raters is greater

than zero, correlations between the aggregated ratings across
raters are bound to inflate interrater agreement. Such correla-
tions do not necessarily mean high consensus among raters,
since the average correlation between any two individual
raters could be much lower.

The same issues arise for correlations between participant
ratings and measured or computed stimulus attributes. For
example, the correlation between face ratings and the physical
size of different facial features might be used to estimate the
size of the relationship between physiognomic characteristics
and social judgments. Whereas some studies correlate stimu-
lus attributes with the group’s average ratings (Cunningham
et al., 1995), it is also possible to examine how these attributes
correlate with individual ratings (Hönekopp, 2006; Jacobsen,
Schubotz, Höfel, & Cramon, 2006; Kurosu& Todorov, 2017).
Again, the latter correlations are bound to be lower than the
former.

The fact that individual-level correlations are lower than
aggregated-level correlations suggests much larger idiosyn-
cratic contributions to judgment. However, it is also possible
that these low correlations result from measurement error or
unreliability of the individual raters. The only way to rule out
the latter explanation is to compute intrarater correlations: a
measure of how consistent a rater is across two or more time
points. Unfortunately, even when repeated ratings are collect-
ed, intra- and interrater correlations are typically examined
separately. But we cannot assume that these correlations are
independent. When the intrarater correlations are positive, we
would expect that averaging within raters across repeated
measurements would increase their reliability and, conse-
quently, result in higher estimates of the idiosyncratic contri-
butions to judgments. But it is also possible that more reliable
individual ratings would result in higher interrater agreement
and, consequently, in higher estimates of the shared contribu-
tions to judgments. If so, one might derive very different esti-
mates of idiosyncratic and shared contributions, depending on
the number of repeated measurements.

Estimating shared versus idiosyncratic
contributions

A general method for estimating shared versus idiosyncratic
contributions to judgments is to compare the variance compo-
nents from different clusters in the data (Hehman et al., 2017;
Hönekopp, 2006; Kenny, 1996; Leder et al., 2016). Clusters
are components of a study that are similar across measure-
ments, such as raters or stimuli or occasions, and are treated
as if sampled from a random population (Judd, Westfall, &
Kenny, 2012; Westfall, Kenny, & Judd, 2014). The goal of a
variance component analysis (VCA) is to quantify and attri-
bute systematic variance to specific clusters by estimating
their variance components. Comparing the size of the variance
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components can provide information about the importance of
different clusters to the ratings. The more variance in a cluster,
as measured by variance portioning coefficients (Goldstein,
Browne, & Rasbash, 2002), the more systematic differences
between instances of that cluster (Shavelson, Webb, &
Rowley, 1989).

Within the VCA framework, estimating the shared versus
idiosyncratic contributions to judgments is straightforward.
Shared contributions are estimated by the stimulus cluster var-
iance. There will be greater stimulus cluster variance if every-
one agrees on the judgment of each stimulus and if the stimuli
are distinct on the judged dimension (e.g., if everyone rates
Stimulus 1 as beautiful and Stimulus 2 as not). Idiosyncratic
contributions are estimated by the variance attributed to the
Rater × Stimulus cluster. The latter cluster represents idiosyn-
cratic taste, as it measures differences in ranking preferences.
For example, this variancewill be large if Participant A prefers
Stimulus 1 more than Stimulus 2, as compared to Participant
B, who has stronger but opposite preferences.

The role of the rater cluster is controversial. Although it
represents individual differences (e.g., personality, mood, or
even subjective construal of the experimental materials;
Paluck & Shafir, 2017), it is unclear whether it should count
as a source of idiosyncratic contribution for judgment
(Hönekopp, 2006). For example, if Participants A and B rate
Stimuli 1, 3, 2, in the same preference order, but Participant
A’s ratings are higher than Participant B’s, this mean differ-
ence does not necessarily count as idiosyncratic taste, because
the participants would still share preference rankings. On the
other hand, the participant with higher mean ratings may gen-
uinely like the stimuli more, and this greater liking can lead to
different behaviors.

Once the variance components are computed, one can cre-
ate variance ratios that represent the shared and idiosyncratic
contributions to judgments. Hönekopp (2006) called these
ratios beholder indices. Following Hönekopp, we calculated
two beholder indices, to take into account the ambiguity of the
interpretation of the rater cluster. The first index, b1, ignores
the role of the rater cluster, and is simply the ratio of the Rater
× Stimulus variance and the sum of the latter and the stimulus
variance (see Formula 2 below). The second index, b2, in-
cludes the rater variance (see Formula 3 below). Ratios higher
than .50 indicate stronger idiosyncratic than shared contribu-
tions to judgments.

Recently, Germine et al. (2015) introduced an intuitive
measure of shared versus idiosyncratic contributions to judg-
ments. The measure is a correlation index that directly com-
bines inter and intrarater correlations and is similar to the
beholder index. The correlation index partitions out the
amount of interrater agreement from the variance accounted
for by repeated judgments, the intrarater correlation, thereby
treating the intrarater correlation as the ceiling of meaningful
variance and any further variance as noise. This index

suggests that there are more shared contributions if both the
interrater correlation and the intrarater correlations are high
and more idiosyncratic contributions if interrater correlation
is low but the intrarater correlation is high.

Here we tested whether the VCA provides sensible esti-
mates across varied stimulus contexts and how sensitive it is
to measurement error. We also compared estimates of shared
and idiosyncratic contributions, using beholder and correla-
tion indices. In sum, we sought to find the kind of analysis
that best quantifies shared and idiosyncratic contributions to
judgments, in order to develop guidelines on best practices.

Overview of studies

In Study 1, we used three sets of stimuli rated on their beauty,
a domain in which the psychometric properties of different
stimuli are well characterized. The stimuli provided extreme
test cases for measuring idiosyncratic and shared judgments:
randomly generated complex color patterns (close to zero
intrarater reliability and zero interrater agreement), a set of
novel objects (high intrarater reliability and close to zero
interrater agreement; see Kurosu & Todorov, 2017), and faces
(high intrarater reliability and high interrater agreement). The
first two cases are particularly important, because they
allowed us to distinguish between proper and improper esti-
mation (e.g., estimating meaningful shared components of
judgments in cases in which the interrater agreement is zero).
We found that the VCA is able to capture the psychometric
properties of each stimulus set.

In Study 2, we moved beyond aesthetic ratings, to report a
simulation study designed to (1) show the generality of these
methods and (2) examine the relative advantages of increasing
either sample or stimulus size, or both, to estimations.
Currently, a lot of attention has been directed at larger sample
sizes as being indicative of better estimate precision, power,
and replicability (Maxwell, Kelley, & Rausch, 2008). The
number of stimuli has also been given recent consideration
as another important design choice (Judd et al., 2012;
Westfall, Judd, & Kenny, 2015; Westfall et al., 2014), partic-
ularly when using too few stimuli can obscure whether results
are due to the specific stimuli chosen or the sample (Wells &
Windschitl, 1999). Here we found that the number of stimuli
can often (but not always) have a larger impact than the num-
ber of raters on the precision of correlations and VCA
estimates.

In Study 3, we further explored how multiple repeated
measures of aesthetic judgments of objects and faces affect
estimates of idiosyncratic and shared judgments. With more
repeated measures, the intra- and interrater correlations both
increased nonlinearly at different rates and were not indepen-
dent from each other. Any index created from these
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correlations would therefore change with more repeated mea-
sures. The VCA estimates, however, stabilized with more
measures.

Study 1

The aim of Study 1 was to test whether the VCA provides
sensible estimates about the shared and idiosyncratic contri-
butions to beauty judgments of stimuli with varying psycho-
metric properties: faces (high interrater agreement and
intrarater reliability), objects (low interrater agreement, high
intrarater reliability), and patterns (low interrater agreement
and intrarater reliability). First, we validated that the intra-
and interrater correlations reflected the hypothesized stimulus
properties. Then we checked whether the VCA arrived at ap-
propriate conclusions. Finally, we qualitatively compared the
beholder index estimates with the correlation index estimates.

Method

Participants

One hundred twenty-four participants were recruited using
Amazon Mechanical Turk, in accordance with the Princeton
University Insti tutional Review Board (Protocol:
0000007301), to evaluate either faces (N = 40), objects (N =
40), or patterns (N = 44) (Fig. 1). For sample size, we used past
research on the reliability of face (Oosterhof & Todorov,
2008) and object (Kurosu & Todorov, 2017) judgments, in
which the minimum sample needed was about 18–25 partici-
pants to obtain high reliability (r = .9 for faces, .5 for objects).
For the patterns, for which little previous research had focused
on reliability, we decided a priori on 40 participants, which
was larger than the number needed for faces or objects.

Stimuli

We randomly selected 50 faces (half female) from the
Karolinska Directed Emotional Faces database (KDEF;
Lundqvist, Flykt, & Öhman, 1998). The pictures depicted
white men and women with neutral facial expressions. We
randomly selected 50 3-D objects, created with Grasshopper
algorithms (http://www.grasshopper3d.com), from the set
developed by Kurosu and Todorov (2017). We generated 50
color matrices in Python. Specifically, each matrix consisted
of 100 × 100 square blocks, in which the color of each block
was randomly generated using the RGB color system (see Fig.
1).

Procedure

Participants completed a self-timed rating task in which they
judged “how beautiful is this {face, object, image},” using a
scale from 1 (not at all) to 7 (extremely). Participants rated
each stimulus twice, once in two successive blocks. The stim-
ulus order was randomized for each participant and within
each block.

Descriptive analysis

The intrarater correlation, or test–retest reliability, examines
the consistency of raters’ ratings with themselves across re-
peated measurements (Gwet, 2014). We computed Pearson
correlations between the two time points for the same individ-
ual. The interrater correlation measures the consensus be-
tween raters. For descriptive purposes, here we compute this
value with pairwise Pearson correlations between raters as
well as correlations between a rater and the group’s average
ratings (RtG).

Variance component analysis

Implementation A recent approach for estimating variance
components is through maximum likelihood (ML) and re-
stricted maximum likelihood (REML) estimation in a mixed
regression model (Nakagawa & Schielzeth, 2010; Searle,
Casella, & McCulloch, 2006). For this analysis, we used the
Linear Mixed Effect 4 (lme4) package, version 1.1.11 in R
(Bates, Mächler, Bolker, & Walker, 2015), to estimate the
VCA. Since the stimuli were rated twice by multiple partici-
pants, our models were cross-classified (Schielzeth &
Nakagawa, 2013). The random effects included the rater, stim-
ulus, and Rater × Stimulus, as well as the block, Block ×
Rater, and Block × Stimulus, clusters, and were estimated
using REML, which is comparable to a random-effects anal-
ysis of variance (ANOVA; Corbeil & Searle, 1976; Searle
et al., 2006). To minimize convergence issues, the models

Faces Objects Patterns

Fig. 1 Examples of the stimuli: Faces, objects, and patterns
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were optimized using the “bobyqa” option in lme4 and were
run for a maximum of 500,000 iterations.

To test an additional analytic option, we also estimated the
VCA using random-effects ANOVA from the (“VCA”) pack-
age, version 1.3.2 in R (Schuetzenmeister, 2016), which pro-
vides sum-of-squares (SS)-derived variance components. The
VCA estimates were similar across (restricted) maximum like-
lihood and ANOVA implementations (Supplementary Fig. 1),
suggesting that the choice of VCA implementation may be
informed by the desire for further functionality, such as
bootstrapping, in the relevant software packages, by the size
of the data as variance estimates are partially pooled in mixed
models (Gelman & Hill, 2007), or by issues with convergence
(see Appendix C).

Variance partitioning coefficient (VPC) The equation for the
VPC is

VPC ¼ σ2
cluster

σ2
cluster þ σ2

residual

ð1Þ

which is the ratio of a cluster’s variance to the total variance
(Goldstein et al., 2002). The σ2

cluster represents the between-
instances-of-a-cluster variance, whereas the σ2

residual repre-
sents within-cluster variance. When the VPC is closer to
one, the between-cluster variance will explain most of the
variance and the within-cluster variance will be low. When
the VPC is closer to zero, there is no between-cluster variance,
and thusmost of the variance is within-cluster. The analyses in
this study contained random intercepts only, suggesting that
the VPCs in these analyses can be interpreted as intraclass
correlations (ICCs; Goldstein et al., 2002; Nakagawa &
Schielzeth, 2010).

Beholder indices Following Hönekopp (2006) and using the
relevant VPCs, we computed two beholder indices The first
index, b1, ignores the role of the rater cluster variance
(Formula 2), whereas the second, b2, includes the rater vari-
ance as an idiosyncratic taste (Formula 3).

b1 ¼ σ2
Rater�Stimulus

σ2
Rater�Stimulus þ σ2

stimulus

ð2Þ

b2 ¼ σ2
rater þ σ2

Rater�Stimulus

σ2
rater þ σ2

Rater�Stimulus þ σ2
stimulus

ð3Þ

Typically, beholder indices are reported as is; however, we
subtracted them from 1 for the purpose of standardizing value
interpretation and comparison with the correlation index (see
below). After this transformation, a beholder index greater
than .5 would be interpreted as evidence that shared taste
contributes more to judgments than does idiosyncratic taste,
whereas a beholder index smaller than .5 would indicate a
greater role for idiosyncratic taste.

Correlation index The correlation index (Germine et al., 2015)
assumes a zero-sum relationship between the intra- and
interrater correlations. Germine and colleagues calculated
pairwise interrater correlations, squared them, and then aver-
aged them to obtain “the proportion of ratings across faces that
overlap between two typical individuals.” They also calculat-
ed the mean of the squared pairwise intrarater correlations.
The formula used to obtain an estimate of shared preferences
was

Shared ¼ E r2b
� �

E r2w
� � ð4Þ

where rb represents the interrater correlations, rw the
intrarater correlations, and E is the expected value or average.
The formula for idiosyncratic preferences is simply 1 –
Shared. These formulas as written can accommodate only data
sets in which pairwise interrater correlations are uniformly
positive—that is, data in which everyone agrees to some ex-
tent (which was the case for the preselected stimuli Germine
and colleagues used). For data in which disagreement between
raters exists, this formula would estimate shared contributions
when there were none (Supplementary Fig. 1). This is due to
the squaring procedure: squaring negative correlations to
transform them into variance-explained metrics (r2) would
impute agreement from disagreement between individuals.
We therefore made one slight modification in order to account
for disagreement, so that the modified shared preferences are
now

Sharedmodified ¼
E r2b*

rb
rbj j

� �

E r2w*
rw
rwj j

� � ð5Þ

In simpler terms, multiplying the variances by the correla-
tion divided by its absolute value means that if the original
correlations were negative, the resulting variance is also neg-
ative. Although this modification helps account for disagree-
ment, it may not be theoretically optimal, as the meaning of
negative variances is inherently ambiguous (Nakagawa &
Schielzeth, 2010). For simplicity, we only report estimates of
shared preferences; a value greater than .5 would suggest
greater contributions from shared taste.

Results

Validating psychometrics The correlational patterns matched
the expected stimulus psychometrics. Face (rintra = .62, 95%
CI[.52, .71]) and object (rintra = .49, 95% CI[.39, .59]) judg-
ments both showed high intrarater reliability, whereas the pat-
tern judgments had almost none (rintra = .067, 95% CI[.02,
.11]) (Fig. 2A). Faces also showed interrater agreement (rinter
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= .34, 95% CI[.32, .35]), whereas objects (rinter = .003, 95%
CI[– .02, .03]) and patterns (rinter = – .002, 95% CI[– .01,
.006]) did not. When examining the rater-to-group (RtG) cor-
relations, faces showed a boost in agreement (rRtG = .57, 95%
CI[.49, .65]) that was not present in the objects (rRtG = .039,
95% CI[– .06, .14]) or patterns (rRtG = .004, 95% CI[– .03,
.05]), congruent with the signal-boosting effects of between-
rater aggregation.

Estimation The VPC metrics suggest a pattern of results con-
sistent with the psychometrics. Face judgments were largely
explained by the rater VPC (i.e., potentially idiosyncratic var-
iance) and Rater × Stimulus VPC (i.e., idiosyncratic variance),
yet they also contained a sizable stimulus VPC (i.e., shared
variance) (Fig. 2B). The stimulus VPC was correctly close to
zero for the object and pattern judgments. The object and
pattern data were largely explained by rater and Rater ×
Stimulus VPCs. However, the pattern data only contained
rater variance, suggesting that unreliable judgments can con-
tribute to this particular variance component. The findings
also show that observing large idiosyncratic contributions
through the Rater × Stimulus VPC is dependent on collecting
reliable judgments, which was the case for the face and object
data (Figs. 2A and 2B). Because the beholder indices are
derived from the variance components, they reflect the VPC
results but provide a simpler summary metric (Fig. 2C).

The correlation index appropriately estimated that faces
contained more idiosyncratic judgments (i.e., 64% of the reli-
able variance) and that there were close to no shared judg-
ments in the object and pattern data (Fig. 2D). Although this
index provided reasonable estimates, it is important to exam-
ine how consistent they are with the VCA estimates. If one
were to consider the correlation index and beholder index
values as being comparable, then it would seem the correla-
tion index estimates more idiosyncratic contributions by about
0.1 units in the face data, and less in the object or pattern data.
This might be due to how each method deals with repeated
measures. Mixed models naturally account for repeated mea-
sures, but for the correlation index one has to average repeated
measures in the process of calculating pairwise interrater cor-
relations. In our case, we averaged them within raters first,
then calculated agreement, likely increasing the idiosyncratic
contributions by improving rater signal.

Discussion

After validating the hypothesized psychometric properties of
beauty judgments for different kinds of stimuli, the analyses
showed that the VCA metrics provided meaningful estimates.
The correlation index, which only combines intra- and
interrater correlations, provided estimates similar to those for
the beholder indices, which are derived from the VCA. Yet,

a b

d c

b1:
excludes
rater 2

intra inter RtG

b2:
includes
rater 2

S
ha

re
d

rater

stimulus

rater x stimulus

Descriptive Correlations Variance Partioning Coefficients

Beholder IndicesCorrelation Index

S
ha

re
d

Fig. 2 Correlation and estimation metrics across stimulus types. The
columns in all four figures represent data from beauty judgments of
faces, objects, and patterns. (A) Descriptive correlations. The x-axis
represents the intrarater, interrater, and rater-to-group (RtG) correlations.
The y-axis represents the estimates (error bars represent 95% confidence
intervals). Values above .5 (black horizontal lines) represent more shared
contributions, and values less than .5 represent more idiosyncratic
contributions. (B) Variance partitioning coefficients (VPCs). The x-axis
represents clusters important for the shared versus idiosyncratic

contributions (rater, stimulus, and Rater × Stimulus). For block-related
clusters, see Supplementary Fig. 1. The y-axis represents how much
variance each cluster explains. (C) Beholder indices: Estimates of the b1
index (black) and the b2 index (dark grey), whose values are interpreted
similar to the correlation indices; values above .5 (black horizontal line)
mean more of a shared contribution, and values less than .5 mean more of
an idiosyncratic contribution. (D) Correlation indices: Proportions of
shared contribution estimates from the correlation indices
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the averaging procedures required in order to address repeated
measures in the correlation index may have led to an overes-
timation of idiosyncratic contributions (see Supplementary
Fig. 17). We returned to this issue in Study 3. The VCA esti-
mates relate to the psychometrics (i.e., stimulus VPC to
interrater agreement, and Rater × Stimulus VPC to intrarater
reliability), although the rater VPC remains ambiguous, since
even unreliable pattern judgments contributed to this variance.

Study 2

The previous study showed that the VCA can provide reason-
able estimates for stimuli that represent edge cases of psycho-
metric properties. In Study 2, we conducted a simulation anal-
ysis to directly manipulate the magnitudes of reliability and
agreement, for greater control of the investigated psychomet-
ric space, and examined the additional impacts of stimulus and
sample size on estimations.

Method

Simulation procedure The simulation procedure was as fol-
lows: First, the data sets were simulated from a prespecified
variance–covariance matrix using a multivariate normal dis-
tribution (Genz et al., 2018) with differing numbers of stimuli
and raters. From these data sets, we estimated VPCs. To take
advantage of the high level of control over psychometric prop-
erties, a variance–covariance matrix was created with varying
levels of interrater agreement and intrarater reliability. The
matrix structure was compound symmetric, such that the di-
agonal contained all 1s and the off-diagonals contained all
interrater correlations between all raters (interrater agreement)
and between each rater’s first and second blocks (intrarater
reliability) (Supplementary Table 1). To input realistic off-
diagonal values that could mimic those in a real data set
(i.e., not everyone is correlated in the exact same way), an
algorithm was implemented that added noise around the spec-
ified agreement and reliability correlations. Importantly, this
algorithm ensured that the matrix stayed positive-definite
(Hardin, Garcia, & Golan, 2013).

For researchers interested in using the simulation, we have
created a web application to which the variables listed in the
next section (andmore) can be submitted in order to create and
download a simulated data set: https://joelem.shinyapps.io/
SimulateRatingData/.

Simulation variables The simulation manipulated the follow-
ing variables: number of raters (nine levels: 20 to 100, in
increments of 10), number of stimuli (six levels: 10 to 60, in
increments of 10), average interrater agreement (ten levels: 0
to .9, in increments of .1), and average intrarater reliability (ten
levels: 0 to .9, in increments of .1). Variables that stayed

consistent were number of repeated measures (2), the standard
deviation of participant averages (value of 1), and number of
simulations to run per each combination of variables (n =
120). The ratings were continuous integers from 1 to 9. We
ran 120 simulations per each combination of variables in order
to obtain better estimates of their effects due to the stochastic
nature of the simulation procedure. Importantly, nonmeaning-
ful combinations of variables were ignored (e.g., when values
of interrater agreement were greater than the intrarater reliabil-
ity). Altogether, the combinations of variables led to 356,400
simulated data sets.

Analysis For each data set, we calculated the simulated reli-
ability and agreement correlations to validate that our proce-
dure’s output data matched the specified psychometrics, and
we calculated the VPCs in order to estimate the shared and
idiosyncratic contributions, as specified in the previous stud-
ies. To simplify reporting, we report psychometric correlations
and VPC estimates from the combination of most number of
stimuli and raters and therefore represent the most precise
estimates. To show the relative and combined impacts of the
number of stimuli and raters on estimate precision, we first
calculated estimation variance for every combination of reli-
ability and agreement. Then we visualized average trends
using a smoothed loess curve. The trend lines pooled across
combinations of levels of reliability and agreement (N = 55);
therefore, each combination of N raters and N stimuli
contained 55 variance estimates. In this case, larger variance
estimates indicate less precision. Collapsing across agreement
and reliability can hide more nuanced patterns; therefore, in-
terested readers can find the full results across all combina-
tions of stimulus, sample size, reliability, and agreement in the
supplementary material (Appendix B).

For completeness, we also computed beholder and correla-
tion indices from the simulations (Appendix B). Both indices
suffered from instability at low levels of reliability and
interrater agreement, the correlation index produced implausi-
ble estimates (Supplementary Figs. 7 and 9). Creating a ratio
of variance components (i.e., beholder indices) led to more
stable estimates than did a ratio of intra- and interrater corre-
lations (i.e., correlation index) (Supplementary Figs. 8 and
10).

Results

We initially checked that our simulations captured the speci-
fied psychometric properties. The average simulated reliabil-
ity increased linearly with the specified reliability, regardless
of level of agreement (Fig. 3A). The same occurred for agree-
ment, regardless of the level of reliability (Fig. 3B). These
findings validate that our procedure created data sets that
matched the desired psychometrics. However, it should be
noted that the ability to faithfully capture these properties
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depended on either the sample or stimulus size. For reliability,
increasing the number of stimuli led to a greater improvement
in precision than did increasing the sample size, although both
make an appreciable impact (Fig. 3C). The precision improve-
ment seems to level off after 60 raters or 30 stimuli. Notably,
having only 10 stimuli was associated with the worst preci-
sion, such that even increasing the sample size to 100 raters
would only make the precision as good as having 20 stimuli
and 20 raters. For agreement, the number of stimuli had the
most impact on precision, such that having over 30 stimuli led
to the best estimates (Fig. 3D).

After validation, we examined the impacts on VPC esti-
mates of different levels of reliability and agreement alongside
increasing numbers of raters or stimuli. The rater VPCwas not
impacted by either reliability or agreement (Fig. 4A), but its
precision was improved more by increasing the sample size
than by increasing the stimulus number, as shown by the
greater drop in variance, as long as the design contained more
than ten stimuli (Fig. 4D). The stimulus VPC increased with
levels of agreement, with no impact from levels of reliability,
suggesting that the stimulus VPC is directly linked to
interrater agreement (Fig. 4B). Increasing the number of

stimuli improved estimates more than increased sample size,
and required more than ten stimuli for a reasonable precision
(Fig. 4E). Finally, the Rater × Stimulus VPC was dependent
on both agreement and reliability, providing a more nuanced
understanding of these links than was concluded in Study 1
(Fig. 4C). Greater reliability increased the VPC, while greater
agreement simultaneously decreased the VPC. A larger sam-
ple size improved the precision of this VPC estimate more
than did a larger number of stimuli.

Discussion

The simulations in this study clarified the relationship be-
tween psychometric correlations and the variance components
and the impact of sample and stimulus set size on the precision
of those estimates. Whereas the rater VPC was not related to
agreement or reliability, the stimulus VPCwas associated with
agreement and the Rater × Stimulus VPCwith both agreement
and reliability. For many of the agreement- or stimulus-related
estimates, an increase in the number of stimuli led to larger
decreases in estimation variance (i.e., better precision) than
increases in sample size. The rater-related estimates depended
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Fig. 3 Simulated interrater agreement, intrarater reliability, and their
precision. (A) The y-axis represents the simulated reliability estimates
from 100 raters and 60 stimuli, and the x-axis represents the specified
reliability (0 to .9). The interrater agreement is represented by rainbow
colored gradient from the least agreement (0 = red) to themost (.9 = pink).
The columns represent 20 or 100 participants, whereas the rows represent
10 or 60 stimuli. (B) The same plot as for reliability, except that the

rainbow gradient now represents different levels of reliability. For both
plots, dots represent the estimates from one simulated data set, and lines
represent the averages. (C) The y-axis represents the variance in
estimations of the reliability across numbers of raters (x-axis) and
numbers of stimuli (least [orange] to most [pink]). (D) Plot of variance
for the agreement estimates. Lines represent smoothed loess averages,
and more variance means less precision
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on both the sample size and the number of stimuli. However,
the precision advantage of stimulus number waned, whereas
the sample size had more impact on precision for designs with
more than ten stimuli. These asymmetries in the contributions
to estimation point to the possibility that increasing the stim-
ulus set size might be a better experimental design trade-off
than simply striving for greater sample size.

The simulations made three simplifying assumptions that
should be noted when interpreting these results. First, each
rater’s mean was assumed to be similar across repeated mea-
sures, simply because there are many ways a mean can change
across time, and that change will depend on the topic of study.
This assumption is consistent with the data from Study 1: The
average difference between each rater’s mean on Block 1 and
the mean on Block 2 was small for the faces (difference =
.122), objects (difference = .04), and patterns (difference = –
.08). Second, the specified interrater correlations were the
same across repetitions—for example, the average interrater
correlation was the same for Block 1 as for Block 2. This
assumption was also consistent with the data from Study 1:
The difference between the average interrater correlation on
Blocks 1 and 2 was small for the faces (difference = .003),
objects (difference = .002), and patterns (difference = .006).

Third, because the psychometric specifications were at the
level of raters, the simulations do not directly manipulate stim-
ulus variability (i.e., specifying different kinds of stimuli), and
therefore represent a restricted stimulus range.

Study 3

The objective of this study was to test whether the estimates of
idiosyncratic and shared variance would change with more
than two repeated measures, and further, how aggregation or
the simple inclusion of those repeated measures impacts esti-
mation. For example, when it comes to estimating inter- or
intrarater correlations from repeated measures, the common
practice is to average within raters in order to increase the
signal-to-noise ratio and fulfill the requirement of independent
observations (Bakdash & Marusich, 2017). Conversely, aver-
aged data reduce the power of regressions by condensing the
amount of input data. A benefit of mixed-effect models is that
they can handle multiple measurements by properly specify-
ing the dependencies. Given these possibilities in data prepro-
cessing and collection, it is important to assess how keeping
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Fig. 4 Simulated variance partitioning coefficients (VPCs) and their
precision, for (A,D) rater VPC, (B,E) stimulus VPC, and (C,F) Rater ×
Stimulus (R × S) VPC. (A–C) The x-axes represent the specified
reliability, whereas the y-axes represent the respective VPC estimates.
Columns within each plot represent numbers of participants, and rows
represent numbers of stimuli. Agreement is represented by a rainbow

gradient, such that no agreement is orange and the most agreement is
pink. Dots represent the estimates from simulated data sets, and lines
represent averages. (D–F) The y-axes represent the estimation variance
of each specific VPC across numbers of raters (x-axis) and numbers of
stimuli (least [orange] to most [pink]). Lines represent smoothed loess
averages
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more than two repeated measurements intact or aggregating
them affects the stability of shared and idiosyncratic estimates.

We focused on judgments of faces and objects, because
these were the reliably rated stimuli in Study 1. Having two
types of stimuli with different levels of rater agreement, the
analysis tracked the changes in rater reliability, agreement, and
VCA estimates when incrementally increasing the number of
repeated stimuli up to ten ratings per individual. Additionally,
we manipulated the way that these repeated measures were
preprocessed: by aggregating or simply including the addi-
tional measures. For evidence of the generalizability of these
results to other judgments besides beauty, we applied the same
analysis pipeline to three more judgments (approachable, dan-
gerous, and likable) on the same faces and objects. Although
the absolute values of the estimations differed across judg-
ments and stimuli, the effects of additional repeated measures
were consistent across dimensions (Supplementary Figs. 11,
12, 13, 14, and 15).

Method

Forty-four participants were recruited from the Princeton un-
dergraduate pool for course credit. The data were a reanalysis
of data collected for Kurosu and Todorov (2017), Study 1.
Participants judged either 66 faces from the KDEF
(Lundqvist et al., 1998) (n = 19) or 66 objects (n = 25) on
their beauty.

The experiments were run on in-lab CRT monitors and
were developed using PsychoPy (Peirce, 2007). The task
was a simple rating task, in which each trial contained a
500-ms blank screen followed by 500 ms of a crosshair, and
ended with a self-timed question probe. The probe displayed
the stimulus (20° visual angle) above a question (“How beau-
tiful is this {object, face}?”), and a 1 (not at all) through 9
(extremely) rating scale below the question. The 66 stimuli
were presented ten times each across ten blocks. For each
participant, the presentation order of the stimuli was random-
ized for each block, and participants were given the chance to
take a quick break between blocks.

Descriptive correlational analyses We estimated the correla-
tion between two blocks within each rater and averaged across
raters to get an overall measure of the sample’s reliability as
we increasingly used more data. To test the impact of more
than two measures (ten, in this case) on the intrarater correla-
tions, we took a sequential-averaging approach. This approach
avoided violating the independence requirement of correla-
tions and assured that the results reflected many possible
block combinations for generalizability; see Appendix C for
details.

We calculated pairwise correlations between raters on the
same block(s) and took the average of all pairwise correlations
in order to obtain an overall measure of the sample’s

consensus as we aggregated more data. Here, we also took a
sequential-averaging approach (see Appendix C).

To calculate the correlation between an individual rater’s
data and the average of the rest of the group, we employed a
leave-one-out approach, in which raters’ data were isolated
and correlated to the group average of the rest of the raters.
This process was repeated for each rater, using the same aver-
aging stepwise approach above, as we added more data from
the ten blocks. The point estimates and confidence intervals at
each step were derived from the mean of all the rater’s corre-
lations with the group.

Although the analyses above describe how the intra- and
interrater correlations independently shift with aggregated da-
ta, it is also important to examine whether the relationship
between them shifts, too. At each step of the sequential aver-
aging, we correlated the individuals’ intrarater correlation
with their rater-to-group correlation.

Results

First we report the impact of increased data averaging on the
intrarater, interrater, and rater-to-group correlations for faces
and objects (Fig. 5). The correlation values (rN) represent the
average correlation across N blocks; the 95% confidence in-
tervals were calculated from individuals (intrarater and rater to
group) and from block combinations (interrater).

Consistent with the signal-increasing goal of aggregating
the data, more repeated measures increased the intrarater cor-
relations, for both faces (r2 = .59 [.49, .69], r10 = .85 [.77, .92])
and objects (r2 = .57 [.48, .66], r10 = .83 [.76, .90]) (Figs. 5A
and 5B). The increase was nonlinear and was still increasing at
ten blocks, indicating that the intrarater correlation may re-
quire more than ten repeated measures to stabilize.

The interrater correlations for faces exhibited an increase
with repeated measures (r2 = .38 [.38, .39], r10 = .49), even
showing an increasing trend at ten blocks, suggesting that
interrater correlations, too, may require more than ten repeated
measures to stabilize. The interrater correlations for objects
showed a stable pattern (r2 = .02 [.01, .02], r10 = .02), indicat-
ing that when the average agreement is around zero, it will
remain around zero, irrespective of any type of aggregation or
averaging. It is important to note that the zero correlation is
largely due to similar amounts of positive and negative
interrater correlations, as we will see in the next analysis.
That is, the average pairwise correlation obscures variations
in agreement and disagreement between pairs of raters.

The rater-to-group correlations were greater than the
pairwise correlations and exhibited similar changes across
block aggregation for faces (r2 = .60 [.52, .67], r10 = .68
[.62, .74]), suggesting once again that it may take more than
ten repeated measures to stabilize this statistic. The rater-to-
group correlations remained relatively stable for objects (r2 =
.07 [– .03, .17], r10 = .10 [– .03, .22]). Since these point
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estimates were at the level of the individual rather than block
combinations, one can see why the pairwise interrater corre-
lations were low for object beauty (Fig. 5B). Many of the
individuals were negatively correlated with each other, indi-
cating that average estimates of pairwise interrater correlations
can hide the extent of disagreement between individual raters.
An average pairwise interrater correlation of zero could occur
because every rater is orthogonal to the rest or because posi-
tive and negative correlations cancel out.

To examine the relationship of the aggregated measures on
the intra- and interrater correlations, we used the rater-to-
group correlation instead of the pairwise interrater correlations
in order to have one estimate of agreement at the level of the
rater. For faces, there were high correlations between intrarater
and rater-to-group correlations using just two blocks (r2 = .82;
Fig. 5C). Raters who had high intrarater correlations agreed
more with the group: If agreement exists, intrarater reliability
improves with an increasing number of blocks and is coupled
with increasing interrater agreement. The correlations de-
creased as more blocks were aggregated (r10 = .59), due to
truncation in the range of variance, in which the data progres-
sively clustered toward higher reliability and agreement with
more blocks (Goodwin & Leech, 2006). For objects, the cor-
relation was weak and negative (Fig. 5D): If there is little
interrater agreement to begin with, intrarater reliability im-
proves with repeated measures but is not coupled with in-
creased interrater agreement.

Variance component analyses We developed two data-
preprocessing streams: sequential addition and sequential
averaging. The former merely included, whereas the latter
aggregated, an increasing number of repeated measures as
data for the VCAs. These analyses were implemented
using both ANOVA and linear mixed models. Due to sim-
ilar results, we only report the linear models. See
Appendix C for additional details on the analysis streams,
implementations, and issues with convergence in mixed
models.

Variance partitioning coefficients Using the sequential-
addition approach, the average VPC per cluster stayed consis-
tent (Figs. 6A and 6C), yet showed less variance for increasing
blocks, resulting in more stable estimates. The range of some
VPC estimates was overlapping, especially when only using
two blocks. For example, in the face ratings, the stimulus and
Rater × Stimulus VPCs highly overlapped, suggesting that
either could be estimated as greater than the other, depending
on which two blocks were sampled in particular. The block,
Block × Stimulus, and Block × Rater VPCs did not explain
much of the variance in these data.

Using the sequential-averaging approach, repeated
measures had the same variance-reducing effect on the
estimates (Figs. 6B and 6D). They also exhibited the
same relative VPC patterns as in the sequential-
addition analyses. However, the average VPC estimates

a b

c d

Faces Objects

Fig. 5 Average correlations and relationships between the intrarater and
rater-to-group (RtG) correlations across repeated measures. Panels A and
C represent the face data, and panels B and D the object data. (A) The x-
axis represents the number of blocks used in the sequential-averaging
approach. Columns display changes in the intrarater, interrater, and RtG
correlations, respectively. Each point in the Intra and RtG columns
represents an individual participant; each point in the Inter column
represents the average pairwise correlation for every instance of N

blocks combined. The red dashed lines are the averages; the solid lines
are the 95% confidence intervals. (B) The same plot for the object data.
(C) The x-axes represent the intrarater correlations, the y-axis represents
the RtG correlation, and the columns represent the number of blocks used.
Each point represents the average intrarater and RtG correlations across
all N-block combinations per participant. The correlation between the
intrarater and RtG correlations is given in the bottom part of each plot.
D) The same plot for the object data
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increased nonlinearly as more blocks were averaged.
This increase specifically occurred in clusters that al-
ready explained lots of variance: those for rater, stimu-
lus, and Rater × Stimulus. The increase can be explained
by directly examining the variance component estimates
(Supplementary Fig. 14). When one averages repeated
measures before running this analysis, the affected vari-
ances are the residuals and block-related clusters: Both
decrease with more averaged data.

Beholder indices Since residuals are not used in these estima-
tions, the sequential-averaging and sequential-addition analy-
ses provided similar results. The mean beholder index esti-
mates stayed consistent with increasing blocks (Fig. 7).
Overall, beholder indices becamemore stable with an increase
in repeated measures.

For faces, beauty judgments had a mean b1 of about .5,
replicating previous estimates of equal shared and idiosyncrat-
ic contributions (Hönekopp, 2006). However, the individual
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Fig. 6 Variance partitioning coefficients (VPCs) across repeated
measures. The left plots (A,B) are for face judgments, and the right
plots (C,D) for object judgments. The panels represent estimates from
either the sequential-addition or sequential-averaging approach. The x-

axes represent the numbers of blocks used in the analysis. For the VPCs,
there are six clusters: rater, stimulus, Rater × Stimulus, block, Block ×
Rater, and Block × Stimulus
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Fig. 7 Beholder indices across repeated measures. The left plots (A,B)
are for face judgments, and the right plots (C,D) for object judgments.
The panels represent estimates from either the sequential-addition (A,C)
or sequential-averaging (B,D) approach. The x-axes represent the

numbers of blocks used in the analysis. Black is b1, which excludes the
rater variance, and gray is b2, which includes the rater variance. Values
above .5 represent more shared contributions, and those below .5
represent more idiosyncratic contributions
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b1 estimates showed substantial variance when fewer repeated
measures were used. For example, with only two measures,
the estimate range was .39 to .62, depending on which two
blocks were used, suggesting that b1 could be under- or
overestimated depending on how many measures were taken.
The b2 indices were well below .5 and below the b1 estimates,
suggesting a high amount of between-rater variance. The ob-
jects show a very different pattern, which shows very tightly
linked b1 and b2 estimates well below the halfway point, in-
dicating highly idiosyncratic ratings.

Discussion

The impact of collecting and analyzing more than two repeat-
ed measures was threefold: intra- and interrater correlations
increased in a nonlinear manner; their dynamic was interde-
pendent, such that agreement was magnified when reliability
also increased; and the VCA estimates stabilized. The dynam-
ic shifts of the correlations suggest that any index derived
from them is subject to change with more repeated measures.
In our case, the estimates showed a continuing trend at even
ten measurements. The VCA instead showed a pattern of sta-
bilization with more measurements, around six in our study,
which makes this method ideal for handling multiple repeated
measures and arriving at reliable estimations. Estimates de-
rived using the maximum number of repeated measures typi-
cally collected in psychology studies (i.e., two) should there-
fore be interpreted with caution.

The manner in which the repeated measures are
preprocessed also matters. Because the VPCs take into ac-
count the residuals, averaging beforehand can increase these
estimates as compared to simply adding all the repetitions into
the model. The beholder indices are not affected by prepro-
cessing, since their calculation ignores the residuals. The use
of either preprocessing step will therefore depend on how the
researcher theorizes the residuals. The reporting of VPCs or
beholder indices will depend on the specificity of the
hypotheses.

General discussion

Quantifying sharedness or idiosyncrasy in judgments is a cru-
cial enterprise for any area of research in which the relative
influence of people or stimuli to judgments is in question. For
example, theories of social or aesthetic perception (Hehman
et al., 2017; Kurosu & Todorov, 2017; Vessel et al., 2018)
and practical concerns over criminal justice (Austin &
Williams III, 1977; Forst & Wellford, 1981; Hofer et al.,
1999) or public health (Shoukri, 2011) depend on these esti-
mates. In fact, so does the replicability and feasibility of re-
search in these areas. Domains for which the stimuli explain
more variance may experience greater success recapturing the

average effect of amanipulation. Domains for which the sample
explains more variance might instead have a difficult time con-
sistently capturing the impact of a manipulation due to effect
heterogeneity. With such widespread consequences, it is impor-
tant to identify best practices for estimating these contributions.

Our goal was to test whether a general method such as the
VCA would provide meaningful estimates of shared and idi-
osyncratic contributions to judgments while probing data pre-
processing procedures and measurement error through the use
of repeated measures and the psychometrics of stimuli. First,
we showed that the VCA handled stimuli that represented
edge cases of rater reliability and agreement. Second, a simu-
lation study revealed that the relative advantage of increasing
either sample or stimulus set size on precision depends on the
specific estimate. Generally, experimental designs with more
than 30 stimuli and 60 raters can lead to reasonable precision.
Third, we showed that more than two repeated measures are
needed to arrive at stable estimates of shared and idiosyncratic
contributions to judgments. Finally, whether repeated mea-
sures are averaged or simply added into the model as a pre-
processing step will depend on assumptions about the resid-
uals as the former can increase VPC estimates. We elaborate
on these findings before providing more concrete analytic
recommendations for future research.

The role of stimuli

The VCAs handled all edge cases and showed that the stimuli
could lead to extreme forms of shared and idiosyncratic judg-
ments depending on their psychometric properties within a
specific evaluative dimension. Face beauty judgments showed
equal amounts of shared and idiosyncratic contributions con-
gruent with previous findings (Hehman et al., 2017;
Hönekopp, 2006), whereas object beauty judgments were
highly idiosyncratic. However, it should be noted this was
specific to the set of objects used in this study, which were
selected because of their psychometric properties of low
interrater agreement for judgments of beauty. The same ob-
jects showed extremely high interrater agreement for judg-
ments of dangerousness (see Supplementary Figs. 11, 13,
and 15). Furthermore, other sets of novel objects have shown
moderate agreement for judgments of beauty (Kurosu &
Todorov, 2017).

Likewise, sets with different compositions of the same
stimulus type (e.g., faces or novel objects) can also lead to
varied estimates given the same judgment (e.g., beauty;
Hönekopp, 2006; Kurosu & Todorov, 2017). If the estimates
are highly idiosyncratic, that may suggest that the stimulus set
was homogeneous in a manner relevant to the judgment.
Conversely, the heterogeneity of a stimulus set may provide
highly shared ratings. For example, deciding whether a super-
model or a goblin (heterogeneous set) is more attractive would
lead to high agreement, however rating between two
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supermodels (homogeneous set) would lead to more idiosyn-
cratic preferences. Inferences about the eye of the beholder
depend on what glasses (i.e., dimension) the eye is observing
through and also what they are specifically observing. Thus,
estimates of idiosyncrasy and/or sharedness are affected by
the kind of stimuli set that researchers decide to use for their
study.

Consequently, estimates from single studies are unlikely to
capture general truths about the topic at hand. To this end, the
range of possible estimates for the same research topic should
be compared across varieties of contexts, stimulus sets, and
sets of raters. Our results have implications for the potential to
capture generalizable knowledge. Specifically, they are con-
sistent with the idea that sample size should not be the only
design consideration in studies with multiple raters and mul-
tiple stimuli: The number of stimuli matters, too (Westfall
et al., 2015; Westfall et al., 2014), as well as their heterogene-
ity with respect to the judgment. The manner in which a larger
stimulus set size can lead to greater precision than does a
larger sample size suggests that a large number of stimuli is
essential for accurately estimating and replicating shared and
idiosyncratic contributions to judgments.

On the basis of our simulations, there were notable patterns
in how precision operated for the VPCs and the intra- and
inter-rater correlations. First, the VPCs showed overall less
variance in terms of magnitude, so these estimates were gen-
erally more precise. Second, the VPC allowed more design
leniency, such that even 20 stimuli provided reasonable VPC
precision, as compared to the correlations. Third, the number
of stimuli affected the precision of both intra- and interrater
correlations, while the number of raters affected mostly
intrarater correlations. As long as a design contained more
than ten stimuli, these effects mapped unto the VPCs in a more
distinct manner, in which raters were more important for the
rater and Rater × Stimulus VPCs, and stimuli for the stimulus
VPC. These effects are, of course, contingent on the simula-
tion’s assumptions: restricted stimulus variability and relative-
ly similar means and correlations across repeated measures.

The link between VCA and psychometrics

In Study 2, the simulations also showed that the stimulus
variance is associated with rater agreement, and the Rater ×
Stimulus variance is associated with rater reliability (Fig. 4).
Additional analyses with real rating data in Study 3 showed
that the increase in intrarater reliability was typically associat-
ed with a decrease in the residual variance and an increase in
the Rater × Stimulus variances (Supplementary Fig. 16),
thereby increasing idiosyncratic contributions. Likewise, the
increase in interrater agreement was generally associated with
a decrease in the Rater × Stimulus variances, and sometimes
an increase in the stimulus variance, increasing shared contri-
butions. The role of the rater variance remains ambiguous as

our simulation results showed no relationship to rater agree-
ment or reliability. In the additional analyses, the rater vari-
ance slightly increased with an increase in reliability and de-
creased with an increase in agreement (Supplementary Fig.
16). Yet, our pattern judgments that contained no rater reliabil-
ity showed a relatively large rater variance (Fig. 2B). These
conflicting results suggest that the interpretation of the rater
VPC will depend on whether the ratings are meaningful in the
first place (i.e., reliable).

The importance of repeated measurements

We assessed how estimates of idiosyncrasy change by increas-
ing the number of repeatedmeasures, with the assumption that
more measures reduce measurement error. For the psychomet-
ric correlations, extra measures did improve estimates as
shown by the increasing intrarater reliability. Interestingly, this
was coupled with a slight increase in interrater agreement for
faces, indicating that to the extent that there is initial rater
agreement, increasing reliability will also increase agreement.
The increases in the correlations seemed to continue even at
ten measures, suggesting that these estimates could be further
improved. This finding may be related to the number of stim-
uli used in this study. If participants had rated, say, only ten
stimuli, it is more likely that the correlations would have sta-
bilized with less repetitions.

In Study 3, the VPC and beholder indices stabilized toward
the estimate using ten measures, yet were very unstable at the
number of repeated measures that are currently the norm in
psychology studies: two measures. Although this norm may
reflect a design compromise, due to worries about task en-
gagement, time on task, and participant fatigue, our results
suggest this level of measurement is insufficient. One impor-
tant caveat is that unless the estimates are close to important
boundaries—.5 for the beholder indices or an overlapping
range between cluster VPCs—the overall conclusion will be
the same. However, if the magnitude of the effect is of impor-
tance, then more measures will capture a better estimate.

The role of data preprocessing

For correlations, repeated measures can only be averaged,
whereas for modeling analyses, data preprocessing can in-
clude averaging data or using all repeated measures. Our find-
ings showed that the averaging or simply adding repeated
measures for the modeling analyses did not change the esti-
mates that do not rely on residual variance (beholder indices,
variance components). However, for estimates that include the
residuals in their equations (VPCs), the averaging procedure
tends to increase the estimates, since averaging reduces resid-
ual variance. The approach researchers should take will de-
pend on their assumptions about the importance of keeping
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the residuals (i.e., systematic or random) intact for their re-
search question.

Analysis recommendations

When it comes to computing intrarater, interrater, and rater-to-
group correlations, one should aggregate data (within raters)
to maintain the requirement of independence in correlation.
Whenever intra-rater consistency/reliability is less than per-
fect, however, correlation-based estimates of agreement nec-
essarily change as a function of how many repeated measures
are collected. Therefore, VCAs provide better estimates for
projects with multiple repeated measures (e.g., judgment
studies).

When it comes to the use of the VPCs or the beholder
indices, the goal of the analysis will determine the number
of repeated measures and whether they are averaged or simply
added into the model. If one has hypotheses about relative
quantities of specific clusters (e.g., rater, stimulus) instead of
a simple binary estimate, then the VPCs are more appropriate
as long as enough repeated measures are collected. As is
shown in the VPC analyses (Fig. 4), with two repeated mea-
sures the range of some of the variance components overlaps.
The same inferential issues may occur with the beholder indi-
ces. For example, the average b1 is around .5 for facial beauty
(Fig. 5), but with only two measures, the range of this estimate
can go from below to above .5, shifting the inference from
more idiosyncratic to more shared contributions.

Since the VPC is dependent on the residuals, averaging
beforehand can increase the estimates with increasing repeat-
ed measures. If the residuals are assumed to be meaningful
and critical to report (Doherty et al., 2013), or if variation
across measurement repetitions is considered important to
quantify for the research question (e.g., tasks with a temporal
memory or learning component), the best approach would be
to simply use the disaggregated data. Mixed models are flex-
ible enough to handle them and will keep the VPC estimates
stable with enough repeated measures. If one assumes the
residuals are simply noise and that block effects (i.e., changes
across repetitions) are unimportant for the research question at
hand, one can average to obtain relatively residual-less VPC
estimates. The former maps the sources of total variance in the
data, whereas the latter isolates and maps variance of interest;
both may serve to compare estimates across studies or evalu-
ate replications (Gantman et al., 2018).Whichever approach is
taken, it is important to report as the residual-less estimates
will be greater than those that include intact residuals and may
be harder to compare across studies (for related calls toward
standardization of analyses see Judd et al., 2012).

As we mentioned above, most of the analyses improved
with greater measures. In our data (Study 3), variance seemed
to stabilize around six measures. However, collecting that
amount of data might be difficult for many reasons: participant

fatigue or lack of interest, time constraints, and issues of pow-
er such as having enough stimuli. In these cases, we recom-
mend collecting as many measures as is feasible for the study
design and explicitly quantifying measurement error by
bootstrapping confidence intervals for each estimate (e.g.,
using the bootmer function from the lme4 R package), to get
a measure of uncertainty and a range of likely estimates
(Goldstein et al., 2002).

In addition to the number of repeated measures, the sample
size and stimulus set size should both be given necessary
consideration, due to their effects on the precision of esti-
mates. Our simulations (Study 2) only investigated a maxi-
mum of 100 raters and 60 stimuli; therefore, there may be
room for improvement. But even within this range, we found
that, in general, over 30 stimuli and 60 raters lead to reason-
able precision across all estimates. Readers can consult Figs. 3
and 4 and Appendix B in the supplementary materials, which
contain all estimates across the full range, to provide some
visual intuitions about how researchers could balance the ex-
perimental costs of additional stimuli or raters.

Finally, it should be made explicit that these analyses were
run separately on stimuli that were considered a single set or
condition. If one were to combine different categories of stim-
uli or combine stimuli from different conditions into one anal-
ysis, this likely would increase the between-stimulus variance,
resulting in largely shared estimates. If there is a main effect of
stimulus type or condition in one’s stimulus set, this will over-
estimate the amount of shared judgments. It will be best to run
separate analyses for each condition, with each condition cell
having an adequate number of raters and stimuli. To compare
across conditions, one could use the bootstrapped confidence
intervals and examine overlap.

Conclusion

The amount of sharedness or idiosyncrasy in judgments is
critical for the science of human behavior (Hehman et al.,
2017; Hönekopp, 2006; Leder et al., 2016), for the potential
replicability of projects (Gantman et al., 2018), and even for
understanding the (un)fairness of our justice system (Austin &
Williams III, 1977; Forst & Wellford, 1981; Hofer et al.,
1999). Our goal here was to find a general method that would
best quantify these contributions to judgments, while probing
data preprocessing procedures andmeasurement error through
the use of repeated measures and the psychometrics of stimuli.
The correlation analyses showed that estimates monotonically
increased in a nonlinear manner with repeated measures.
Variance component analyses provided a more rigorous ex-
amination of idiosyncrasy, by marking where the variance lies
in the data (e.g., in the stimuli, the raters, or their interaction),
and provided estimates that stabilized with repeated measures.
The focus on VPCs or beholder indices as the output of
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analysis depends on the specificity of the hypotheses and on
assumptions about the residuals. Finally, consideration of the
number of stimuli is just as important as consideration of the
sample size in experiments designed to target these estimates.
These methods are general enough to be useful in any judg-
ment domain in which consensus and disagreement are im-
portant to quantify and in which multiple raters independently
rate multiple stimuli.

Open Practices Statement We reported all manipulations and
measures. None of the studies reported were preregistered, as
they are exploratory in nature. All data, analyses, and supple-
mental material can be found at the following Open Science
Framework archive: https://osf.io/q28g6/.
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